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Abstract

We presentan approad to the recanition of complex-
shaped objectsin cluttered ervironmens basedon edge
cues. We r st use exampleimages of the desied object
in typical badkgroundsto train a classi er casca@ which
determinesvhetheredge pixelsin an image belorg to an
instane of the objector theclutter Presentedvith a novel
image, we usethe cascadeto discad clutter edge pixels.
Thefeatuesusedfor thisclassi cationarelocalized spaise
edge densityoperations. Experimets validatetheeffective-
nessof the technique for recagnition of comple objectsin
clutteredindoa scenesinderarbitrary out-d-image-gane
rotation *

1. Intr oduction

This paperaddesseghe recogition of objectswhich
corsist mainly of elongated, thin, stick-like compaents
comectedtogetter into comgex structues; we will refer
to theseaswiry objects.Man-maa objectsin this cateory
arecomman; for examge the chair, cart, tables,andlamps
in Figure 1 containa signi cant amount of wiry structure.
We focuson the prablem of recogrizing speci ¢ instances
of objeds, for examge thespeci c chairin Figurel, rather
thanthemoregeneraproblemof detectingchairsof all dif-
ferert shapesandsizes.

In recentyears,several authas have madesigni cant
progresstowardthe recogtition of certainobjects,suchas
faces puildings, andcars;examples include[19] and[22].
Typically, theseapprachedormalizetherecogiition prob-
lem asoneof mockeling the appeaanceof rectanglar im-
age patches circumscriling the objector its parts, across
charmgesin posel g, lighting[4], or othercondtions. This
redwcesthe recogiition prodem to examining a rectang-
lar imagetemplateand usingits appearaceto determire
whethe or notit is theimageof somesectionof the target

1This researb wassupportel by a grantfrom HondaCorporaion.

Figure 1. We address the recogn ition of objects like chairs(top)
and carts(bottom) based on edge cues. Top Row: Example
input image (left) and edge ltering result (right). Bottom Row:
Example image with detected edges overlaid (left) and edge
Itering result (right). See Section 1 for an overview and Section
3 for details on experiments.

object.

Sinceappeaance-baedtechniquees formuate the prob-
lem in termsof rectanglar imagewindows, they tendto
work well whenappliedto target objects(or objectparts)
whoseprojectioninto theimage lls a rectanglar region.
The objectswe considerpraduce imagesthat are poaly
appoximatedby rectanglesfor objectssuchasthe chair,
table, andlampsin Figure 1, a bounding box arourd the
objector ary substantiakectionof it will containa high
percemageof pixelswhich mapto the baclgrourd or other
objects.Most successfuappearance-asedapprachescan
hande the variationin templateappeaanceinducedby a
small nurmber of baclground pixels in the patch but when
mostof the templateconsistsof clutterits appearace can
vary widely dueto amod cation of thebackgourd or ob-
ject pose. This in turn canmale it dif cult to modelthe
appeaanceof the objector objectpartbasedon the entire
template.

Furthernore, since most appeaance-lasedrecogiition



Figure 2. Input image of the ladder in the kitc hen environment
(top left), edges detected in the scene (top right), result of the
edge ltering technique described in Section 2(bottom left),
results of edge grouping described in Section 3.3(bottom right).

technques rely on greylevel or color texture patternsas
cuesthey mayfaceexcegionaldif culty with wiry objects.
Theladde (Figure2), for exanple, hasvely little in theway
of appre@blevisualtexture. Therdore, while appearace-
basedppoachedo recanitionareeffective for certainob-
jects,we suggesthatfor wiry objeds, shapecanbeamore
illuminating cue. It mayultimatelybeapprgriateto recog-
nize theseobjectsfrom a comhbnation of cues;here,how-

ever, we concatrateon the useof shapeeaturesor recog-
nition.

In an earlier paper[8], we descriled a discriminative
technique for usingshapecuesto lter clutter edgepixels
from imagescontairing awiry targe object. First, we train
a cascadef classi ersbasedon exampleimagesin which
edee pixelshave beenlabeledasbelongng to thetargetob-
jector thebackgourd. Givenanovel image,we applyour
classi er cascaddao eachedgepixel in the imageto de-
termire which of thoseedgepoints project onto the target
objed. Theclassi ersin the cascadesalculatesimple, lo-
calizededgedensityfeaturescalled“edgeprobes” to make
their decisiors. Experimentsshavedthatin compsiteim-
agesof tamget objects in clutteredscenegFigure 1), it is
possibleto usethe classi er cascadeo discardmostedge
pixels onthe clutter, resultingin a setof edgepoints which
isolatethetargetobjed from thebaclgrourd.

However, thispreliminay studyraisedanumberof ques-
tions regarding the applicalility of the techniqie to the

recaynition of arbitrarywiry objectsin real-world scenes.

First, sincethe expeiimentsusedcompgsite imagesof the
objed superinposedon indepandentimagesof a back-
ground, it is undearwhetherthe techniqie would be effec-
tive onrealimagesof objectsin theirervironmen. Second,
while ltering clutterpixelsis certainlya usefu stepin the

recoqition process,it doesnot perform “recogrition” of
the overall object per se sincethe output of Itering is a
setof individual edee pixels. In particular it is not clear
how our schemdor clutteredgepixel removal relatesto a
higher-level deternination of the 3D poseor 2D imagelo-
cationof the overall objed. Third, sinceour algorithm for
Itering edgepixelsis tunedto speci ¢ backgoundimages,
wewouldliketo know how well it periormswhenpresented
with a testimagewhosebackgourd, lighting, or otheren-
vironmentalcharactdstics vary from thoseof the training
images. Fourth our expeiimentsappliedthe technque to
views of thetargetobjectatarbitray out-ofimageplanero-
tation, but with only smallvariatiors in scaleandin-plane
rotation for realapplicatios we wish to recogize the ob-
jectoverawiderrange of poses.

This paperaddresseghe rst threeof thesegpointsempir
ically. Speci cally, in Section3 we supplenentour initial
resultson recanition of a chair and cart with a quantita-
tive setof expelimentsonthe Itering of clutteredgepixels
from imagesof a comma wiry object(a ladder)in a va-
riety of realindoa ervironments.Furthe@more,in Section
3.3we shav exanplesof how asimplepost-pocessingtep
cangroup individual edgepixés into object-level descrip-
tions of the contentsof theimage. Also, in Section3.2we
presentan experimentin which a classi er cascadds ap-
plied to testimagestaken in an ervironment whosechar
acteristicsvary signi cantly from thoseof trainingimages.
Finally, in Sections3.5and3.4 we describecompleity is-
suesandshav a sensitvity analysisof our apprachwith
respectto a usersetparamete of our algorithm. Related
appoachedo edgebasedobjed recogition arediscussed
in 1.1, our algorithmfor recogition is reviewedin Section
2, andclosingcommetts arein Sectiord.

1.1 RelatedWork

While appeaance-baedappoachesto objectrecoqi-
tion aredomirantin the currentcomputer vision literature,
techniqiesbasedon analysisof edgeshave a long history,
andwerestudiedextensidy in the 198Gs. Algorithms de-
velopedduringthis periad, suchasinterpretationtrees[1(,
could recogrize occluced, 2D, non<orvex shapesfrom
noisy, binaryedgemages.Unfortunately mary of theseap-
proachesrely on atreesearchthrowgh the spaceof all pos-
sible correspadenes betweenedge feature in the image
andedgefeatureson anobjectmodel, andthuscanbecome
computationally expersive if the imageor the modé con-
tainsa large numker of featues. Indexing techniqessuch
asgeonetric hashingl5] bypassthe treesearchby having
eachk-tuple of imagefeatues castvotesfor the identities
and/a posesof objectsin the image; however if the im-
agecontairs signi cant noise[1l] or clutter, the votescast
by setsof clutterfeatueswill overwhelmthe votescastby



theobject,makingit dif cu It to draw ary conclsionsabou
whatobjectsarethere.

Early indexing technques compued very simple de-
scriptoss from setsof 3, 4, or 5 imagefeatues; morere-
cently several authas have proposedthe useof more rich
descripions of local imageshapein conjurction with in-
dexing for edgebasedrecogition. Conspicwus group-
ings of edgesegmerts [3], edgesin a rectanglar image
patch[20], andhistogamsof localedgedistributions[5] are
all examples of more advarced local edgefeatues which
have beenappliedto shape-bsedrecogition problems. In
eachof theseapgoaches,variols paraméers contrdling
the characteastics of the edge descriptor(histogran bin
sizes,graupingthreshdds, andso on) mustbe provided by
theuser;thegoalof ourappoachis to usetrainingexamges
of the objectin typical backgpunds to estimatefeaturepa-
rametes in sucha way thatthe edgefeatures compuedon
atestimageeffectively discriminatethe target objectfrom
thebackgourd.

Belongieet al[5] calculatea histogran, or "shapecon-
text," at eachedgepointin animage;eachbin in the his-
togramcountsthe nunberof edgepixelsin aneighlorhood
nearthe point. Our apprachis similar in thatbothusethe
distribution of edgesin a local sectionof the image sur
rounding a point (which we call the apertue arourd the
poirt) asthefundamentafeatue for recogition. However,
the shapecontet usesa “dense” setof edgefeaturesfor
recaynition; in otherwords, the bins in the histogam ex-
haistively cover theapertue. Our appoachonly compues
edge featuesat isolatedimagelocationsdeemedikely to
discrimiratethe edgepointin questionasobjector clutter,
so the featureswe useare spatially “sparse.” Section3.5
cortainsanexpetimentwhich helpsto quarify how sparse
our shapdeatuesarein practice.

2. Approach

Given a novel imageof the tarmget objectin a cluttered
baclgrourd, we extractedgesandwish to apgdy a Iter to
theimageto detemine which edgepixels belongto anin-
stanceof the target object and which edgepixels belong
to the clutter To optimize this Iter, we assumewe pos-
sessasetof examge imagescontainirg theobjed in typical
scenespdgesn the exampe imageshave beenmarked as
belorging to the objector to the backgourd. This section
explainsour apprachfor trainingandtestingin detail.

Our edge Iter compueslocalizededgefeatuesat im-
agelocationsnearthe edgepixel unde corsideration. An
edge probeat probecenterp over alist of edgepixelsL is

de nedas
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Figure 3. 3(a): Edge probes are evaluated in a circular re-
gion surrounding a query edge point. The query edge point is
marked “X,” and edge probes are evaluated at locations marked
“+.” 3(b) Each edge probe measures edge density in some im-
age neighbo rhood. Here an edge probe is evaluated at shifted
probe center + for a query edge point Q.

wheret and p are 2-vectors of [x; y] image coordnates.
An edgepradbe canbe thought of asa Gaussiarrecepive
eld with variarce 2, centeredat pointp in anedgeimage
whoseedgepixelsarecontairedin thelist L. Edgeprokes
measurdhe densityof edgepixelsin someneightorhoal
in the image;in this sense eachedgeprobe is analogus
to a bin in a shapecontext histogran[5]. Thevariance 2
is a usersetparameterhowever an expeimentreportedn
Section3.4 suggestghat our edge Itering resultsare not
highly sensitve to its setting.

Consider a set of relative probe centes =
f1, 20 5«8 i = [X,;y,] laid out over a 2D grid
centeredat the origin. To classify a noved edgepixel q,
we shift the relative probe centersso that they surrourd
g and compue a subsetof edgeprobesEP(q; ;L) =

fEP(q+ 1;L); EP(gq+ ;L)gatshiftedprobecen-
tersfq+ i1; ;g+ «g.Anillustrationis shavnin Figure
3.

Givena xed , we spacethe relative probe centers
everly over a circular apertue as in Figure 3(a) so that
eachpixd in the apertue cortributesto oneor more edge
prokes.But how largeshouldtheapertue be? We wantthe
shiftedprobecenterdo cover alargeenoudn neightorhoal
surraunding q that the edge prabeswill containsufcient
informationto discriminde objectpixels from baclgrourd
pixels. At the sametime, however, if the apeture is too
large (covering the entireimage,for examge), an unfeasi-
ble amount of computationwill berequredattrainingtime
to evaluateedgeprobesthat might not becrudal for classi-
cation. Worse,if the apertue is solarge that mostof the
edgeprabesat shiftedprobe centes aretotally irrelevant to
the categary of thequeryedgepoint, errorproneclassi ers
couldbetrained13][1]. Thus,we arepresentedvith “the
apertue prodem” which appeas in mary computervision

2We emphasie that dete@minesthe spatid supportof a single edge
feature while the apertue sizecontrols the size of the neighhorhoodover
which all edgefeatures arecomputel for a givenquerypoint.



Figure 4. Results of edge Itering and edge grouping for cascades trained on various environments. For each pair of images, the
left-hand image shows results of the edge ltering operation described in Section 2, and the right-hand image shows results of edge
grouping as described in 3.3. Top row: The lab (left) and cubic le (right). Middle row: The classroom (left) and conference room

(right). Bottom row: the warehou se (left) and living room (right).

problems—whenattemping to induce information abou a
particdar locationin theimagewe wantto incomporateim-
agedatafrom a large enowgh surrainding areathatthe in-
formationcanbeinduced,but notsolargethatweintroduce
irrelevantdataor uselessompuation.

Considerasetof relative probe centers  whichcovera
circular apertue asin Figure3(a). De ne A() tobethe
radius of the circle. Ourapprachis to traina seriesof clas-
siersfi;f,; ;fk whichevaluateedgeprobesaccordng
to setsof relative probecenters 1; 2; ; k suchthat
A( 1)< A( 2)< < A( k). The rst classi erin the
seriesf 1, is trainedto classifyedgepointsbasedon edge
prabestakenfrom asmallradius surraundirg them;f , clas-
si es basednedg probes over aslightly larger radius,and
soon. Edge pointslabeled“object” by f ;areclassi ed by
f,; pointslabeled“backgound by f ;arediscarded Edge
poirts labeled‘object” by f , arepassedof 3, andsoon.

Thus, we solve our apertue prodem in phases-we
rst identify thoseedgepoints whoseclassis discriminalte
basedbn very nearly featuresthenidentify points thatare
madediscrimimable by featues slightly fartheraway, and
cortinueto do sountil the apeture covers the entireobject
in question

Besidesproviding a solutionto our apeture probdem,
the classi er cascadeallows fast screeningof image lo-
cationsthat are easily discriminale from the object of
interestbasedon information in a small window, leav-

ing the bulk of the computationto more ambigious sec-
tions of the image Similar cascadestratejies have re-
centlyachieredsigni cant speedpsfor template-bsedap-
proachesto recogition[22][12].

Theclassi ersin our cascaderedecisiontreestrained
usingatwo-stepproces®f treegeneréion andpruning, fol-
lowing theredwed-eror pruring appoachof QuinlanfL§].
In this framework, the training datais split into two sub-
sets, which we will refer to as the tree-gpwing set and
the holdaut set The tree-gowing setis recursvely parti-
tionedbasedon the valuesof featuesselectediy a greeqy
information-tkeoreticcriteriony the resultingtree hashigh
classi cationaccurag on thetree-gowing setbut is prone
to over tting. Subteesarethenprunedfrom thetreewhen
doing soimprovesa globd accurag criterionon the hold-
out set[1g[6][7]. Our pruring criterion is shapedby the
fact that the classi ers are apgied in a cascade.Speci -
cally, consideranedgepixel g which correspndsto a point
ontheobject.If aclassi er mistalenly classi esqasclutter
(i.e. a“falsenegative”™), thentheedgepointis permanently
removedfrom considertion by furtherclassi ersin thecas-
cadehowever, if aclutteredgepixel g is mistalenly classi-

ed asbelorgingto the object(a “f alsepositive”), thenthe
edgepoint is passeanto laterphasesn thecascadewhich
may in turn re-classifyit correctly basedon edgeinforma-
tionin alarger apertue. We therebre optimize a Neyman-
Pearsortriterion[9] during pruning; speci cally, we prune



#train | #test| mean mean| var var
TP FP TP FP
Classroom 120 48 0.778 0.102] 0.008 0.008|
Kitchen 120 43 0.712 0.111 0.038 0.038|
Cubicle 120 54 0.718 0.080 0.039 0.039
Conf.Rm 120 63 0.775| 0.089| 0.018 0.018
Warehouse 120 51 0.755 0.094] 0.021 0.021
Living Rm 120 54 0.779 0.064] 0.017| 0.017|
Lab 110 12 0.739] 0.210/ 0.010 0.010

Environmert

Table 1. Edge pixel ltering results for classier cascades
trained on individual environments. First column: Each row
corresp onds to edge ltering results for a classier cascade
trained on images taken in the environment indicated in the
r st column. Second column: Total number of images in the
tree-growing and holdou t sets together. Third column: Num-
ber of independ ent test images used for evaluation. Fourth
and fth columns: Average true positive (TP) and false posi-
tive (FP) rates over all test images. Sixth and seventh columns:
Variance in TP and FP rates across all test images.

subtres whenerer doing soimprovesthefalsepositive rate
of theclassi er while keepirg the falsenegaive ratebelov
alow, x edthreshdd . Depenling onthe arrargemen of
edgesin thetrainingimagesit is possiblethatthe decision
treetrainedfor aparticdar cascadenaynotsigni cantly re-
duce thenumter of falsepositives ontheholdaut set;in this
casewe simply skip this cascad@haseandtrainaclassi er
for the next phase.For eachedgepixd g in eachimagein
thetree-gowing set,we compute edge probesatall shifted
probecentes fq+ 1; ;g+ kg correspadingto the
relative probecenters 1; ; ¢gin thesmallestapertue
1. Decisiontreeinductian theniteratively splitsthe edge
poirts into subsetsaccoding to the valuesof edgeprokes
corresponéhg to selectedelative probe centes. Eachedge
pixel in the holdout setimagesis thenclassi ed by there-
sultingtree,andsubtreesreremaovedif the pruredtreere-
duaesthe numker of baclgrourd edge pixels classi ed as
objed edg pixels while keepingthe perentageof object
edge pixes corredly classi ed (the“true positive’ rate)to
1- . Edgepixels from the tree-gowing and holdaut sets
classi edasobjectedgepixelsby the pruredtreethenpass

to thetrainingof the secondohasein theclassi er cascade:

for eachof theseedgepixels, edgeprabesare computed
at all shiftedproke centerscorresponthg to relative probe
centesin ,, andsoon.

Given a testimage, we apply the trainedclassi ers to
eachof its edgepixelsin turn. An edgepixel classi ed as
“object” by the rst classi er is passedo the seconcclas-
si er; thesecond:lassi er classi esthe point again andso
onuntil thepointis labeledas*“clutter” or thecascadends.

3. Experiments

We took 1157 160Gby-1200imagesof aladderin 7 dif-
feren indoa ernvironments:a classroomgonfeenceroom,

Figure 5. Left: Example of scanning an edgedensity Iter for the
ladder over a raw edge image (left) and an edge image whic h
has been Itered using the technique described in Section 2
(right). See section 3.3 for details.

of ce, lab, living room,warehowse,andkitchen(Figures2
and4). For eachimage,the cameravasapprximately 3m
from the objectsin the scene;the elevation of the camera
variedbetweenl.6mand1.75m; the setof all imagesof a
particdar scenecovered abou 60 degreesof rotationwith
respecto thesceneobjectsin theplaneparallelto the oor.
The camerawas moved betweeneachview, andonceev-
ery ve views the ladde wasrotatedto an arbitrary angle
with respecto thegrourd andthe posesandcongurations
of clutter objectswere rancdmly modi ed. The depthof
the ladderwith respectto the cameravaried by a total of
appoximately20% acrossall views. Edgesweredetected
in theseimagesusingthe Vistaline nder[17]; edgeswere
handlabeledasbelorgingto theladde, or to theclutterob-
jects.

For eachexpeliment, we selectedsomenumler of im-
agesfor tree-gowing and holdaut sets, and trained cas-
cadesof classi ersto Iter out backgourd edgepixels as
describe abore. For the expeiimentsin Sections3.1 and
3.2,theedgeprobevariarce paraneter wassetto 20 pix-
els; the decisiontree pruning paraneter was setto 2%,
anda cascadegphasewas skippedif it failed to redue the
falsepositive rateby 5% or more. Treeswereinducedwith
the MLC++ packag [14].

Therelative probe centersverearrange asa setof con-
centricrings; speci cally, the relative prabe centersin the
nth ring werepositioredin a circle of distancen from
theorigin, with a -pixel spacingoetweeradjacentelative
proke centeronthecircle. Thesetof relative probecenters

n correspondig to the nth apertue in the cascadés the
union of all relative probe centersn rings1 throughn. Note
thatuniformly tiling theaperturewith asetof edgefeatues
of equa spatialsuppot is in contrastto technigieswhich
aimfor a“foveal” layou of edgefeaturesfor exampe [5].

3.1 Training And TestingOn A SingleEnvir onment

In our rst setof expaimentswe consideedtrainingin-
dividualclassi ercascadefor eachernvironmentseparately
For eachervironmen, we randamly split the setof all im-
agesof the objectin that ervironmentinto a tree-gowing



Ervironment | #test | mean| mean| var var

P |FP | TP | FP
0.661] 0.072 0.050] 0.050
0.779 0.110] 0.013| 0.013

Classroom 169
Conf.Rm 183

Table 2. Edge pixel ltering results for classier cascades
trained on a diff erent set of environments than the test images.
See Table 1 for an explanation of notation.

setof 60images.a holdou setof 60 images,anda testset
cortaining the remairder of the images. Thenthe proce-
dure describedabore was usedto train a 20-ptaseclassi-
er cascadeandrun eachof the testimagesthroudh the
resulting Iter. For eachtestimage,we measuredhetrue
positive (TP) andfalse positive (FP) rates,i.e. what per

centag of edgepixelson our target objectandbackgound
wereultimately classi ed asobjed edgepixels by the cas-
cade. Resultsare summaized in Table 1; exanples are
shavn in Figures2 and4. Eachclassi er cascadeetained
a high percaeatage of edgepoirnts on the object (roughly

70%-80%), while discardingmostbaclgrourd edg pixels
(roughly 90%). We emphasizehatthe repoted true posi-
tive andfalsepositive ratesreferto the perentageof object
edee pixelsretainedoy theedge lter , notthe percentageof

timesthe overall objectwascorrectlyor incorredly identi-
ed in all testimages.However, asexplainedin Section3.3
andindicatedin Figures2 and4, the ltered edgeimageis

anencouagingstartingpoirt for recogition processethat
opeate at the objectlevel, suchas 3D poseestimationor

localizingthe objectin theimage.

3.2 Distinct Training and Teding Environmerts

Next we addresghe addessthe training of a classi er
cascadeacrossa particularsetof ervironmerts andapply-
ing theresulting lter to imagesof the sameobjectin front
of entirely distinct environments. To suggstthat the per
formanceof our classi er cascadesdegradesgracetilly ac-
cordng to the deviation betweertrainingimagecharacter
istics andtestimagecharactastics, we traineda classi er
cascaden a setof imagesof the ladderin ve of theen-
vironments(kitchen, cubicle warehowse, living room,and
lab), andtestedit onimagesof the othertwo environments
(classrom andconferenceroom) We rancbmly selectech
total of 120imagesfrom the setof all images of the object
in thetrainingernvironmerts, using60 of themfor thetree-
growing setand60for the holdaut set. A classi er cascade
wascompuedfrom thesetrainingimagesandappliedto all
imagesof the objectin thetesternvironments, i.e. erviron-
mentsnotpresentn thetrainingdata.Edgepixel classi ca-
tion resultsaresummaized in Table2, usingthe sameno-
tationasTablel. Compariry thecorrespadinglinesin Ta-
blesl and2,it appessthat ltering perfamancedecreases
slightly in someaspectsthetrue positive rateon the class-
room imagesdrops someavhatwhenthe classroommages

Sigma | mean| mean| var | var

TP |FP | TP | FP
15 | 0.827] 0.094 0.009 0.009
20 | 0.775/ 0.089 0.018 0.019
25 | 0.715 0.074] 0.017 0.017
30 | 0.775] 0.125] 0.014] 0.014

Table 3. Edge pixel Itering on the conference room image set
for various settings of

arenotpresentn thetrainingdata,andthefalsepositiverate
for theconfeenceroomimagesncreasesvhenthe corfer-

enceroomimagesareabsenfrom training However, some
decreaein performanceis to be expectedwhencondtions
in trainingandtestimagesvary signi cantly; thekey point
hereis thatthe experimentsuggststhatedge ltering per

formancedegradesgracdully with thesevariatians.

3.3 Grouping Individual EdgeDetections

As indicatedin Section1, the edge ltering procedure
doesnot solve objectrecogition at anobjectlevel; instead
it selectsndividual imagepixelslikely to projed¢ ontothe
object.To giveanexamge of how Itered edgeimagesmay
beusedasaninput to objed-level recogiition processesye
implementedasimpledensity Iter which scanghe Itered
edgeimagewith arectanglar templateroughly the size of
the target objed. At eachimagelocation the numter of
edgepixelsfalling insidethe templateis recoded,andim-
agelocatiors with a large numter of edgepixelsinsidethe
templatearenotedaslik ely locatiors of thetarget object.

More specically, we rst run all training images
through the classi er cascadelescribedabore. For each
training image,we calculatethe bourding box around the
remairnng edge of thetargetobject. Takinganaverag over
all resultingbounding box sizesgivesus our characteistic
boundingboxfor the object;we will assumehatourobject
is well-appoximatedby a bounding box of this character
istic sizein all testimages.We thenscantestimageswith
this charateristic bourding box, recordng the nunber of
edgepixels inside the box at eachimagelocation Boxes
with alarge amoun of edgepixelsaredetermind to bethe
bounding box around aninstanceof the target object,and
non-maximum suppessionis perfomedto arrive at nal,
isolatedboxes. Example of imageson which this density
Iter have beenappied areshavnin Figures 2 and4.

We emplasizethatthisdensity Iter isin nowayanopti-
mal procdurefor recoveringan objectievel descriptio of
the contentsof the image;in particlar, a variety of align-
mentalgoritms[Z[21] would be ableto give a more pre-
cisecorresponéncebetweerthetestimageandareference
imageor 3D model. Still, thisexperimentillustratesthatthe
edge ltering procedurecanbe a usefu prepocessingtep
to higha-level edge-basedecogiition processesthat may
fail in extreme clutter For exanple, Figure5 shavs atest



[ Phase| #features | #examples | time |

1 6 316338 0:04
5 92 213282 0:16
10 340 141120 0:44
15 746 111674 1:05
20 1309 107848 1:20

Table 4. Number of relative probe centers (second column),
number of training examples (third column), and decision tree
induction times (fourth column, hour s:min utes) for various cas-
cade phases for the classroom image set.

imagefor which the density Iter fails whenappliedto the
raw edgeimage but is ableto localizethe objectoncethe
clutteredgeshave beenremovedby theclassi er cascade.

3.4. Sensitivity

Theedgeproke variarce paraméer is afreeparameter
thatcritically affectsthe size of the spatialsuppot region
for our basicedgefeatures. Thus, it is naturalto wonder
how theperfamanceof ourapprachdepend onthechoice
of . To addessthis issue,we traineda setof 4 classi er
cascadesn the confeenceroom imageset,correspading
to valuesof 15,2,25,and30 pixels. As in Sections3.1
and 3.2, the relative proke centerswere arrangd in con-
centricringsatdistances ;2 ;  pixds from theorigin.
However, in order to increasethe apertue size at a simi-
lar ratefor all valuesof , we addedtwo rings of relative
prabe centes per cascadephasefor = 15. 60 images
of the corferenceroomwererandmly selectedasa tree-
growing set,60imagesmadeup the holdout set,andhere-
mainirg 63imageswvereusedfor evaluation. Figure3 sum-
marizes the results,usingthe samenotationasdescribedn
Tablel. While the true positive andfalsepositive ratesdo
vary acrosssettingsof the paraméer, in eachcasethe I-
ter retainsa high percetage of edgepixels on the object
(roughly 70%to 80%) while removing roughly 90% of all
baclgrourd edgepixels. Exactly how the settingof  af-
fectstrue positive andfalse positive ratesis comgex and
dependson characteristicef the viewing environmen, the
objeds presen, the classi ersin the cascadeandthe pol-
icy for arrangng therelative proke centersn the apeture.
Nondhelesstheseesultssuggesthattheclassi er cascade
performswell over arangeof reasonale values for this pa-
ramete.

3.5. Complexity

Thissectionaddessesoncensabou thetimeandspace
compgexity of our appoach,in termsof both the training
andtestphaseslin particular we demorstratethatalthowgh
apotenially large numbe of edgefeatureds corsiderecby
our algorithm and althoudn we emplgy numerousclassi-

ers at training andtesttime, the amouwnt of compuation
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Figure 6. Left: histogram of the number of edge probes eval-
uated per edge point in 54 test images. Right: cumulative
distrib ution function for this histogram.

requred to train the cascadendevaluatea novel imageis
feasible.

Training Training the cascadeof classiers involves
computing edge probes and inducing a decisiontree for
eachphaseof the cascade At a particularcascadephase,
anexhaustve setof edgeprolkesis conputedover all edge
poirts in thetraining set;thus,spacerequiementsat train-
ing timewill bedeterninedby the nunberof edgepixelsin
thetraining setat eachcascad@hase alongwith the num-
ber of relative proke centersin the apeture at eachphase.
In Table4 we shav thesenumtersfor a few phasef the
classi er cascaderainedon the classroonimagesetasde-
scribedin Section3.1, alongwith the appraimaterunring
timesof thedecisiontreeindueronal.67GHz Athlon for
thosecascadghases.On onehand dueto our strateyy of
everly spacingherelative probe centerdn theapeture,the
dimersionality of thetrainingdataincreasesisthe apertue
is grown; on the otherhand,sincewe lter trainingexam-
plesoutof thetrainingsetateachphaseof cascadéraining,
the numter of training exampes decreaseasthe apertue
is grovn. Thetotal time requiledto train oneclassi er cas-
cadeon a 1.67 GHz machire, including all decisiontree
induction andedgeproke calculatio, is appoximatelyone
day.

Testing Whenevaluatinga novel image somenumbe of
edgeprobesare evaluatedat eachedgepointin the image
until eitherthe poirt is Itered out or the last phaseof the
cascades reached.Thus,the time comgexity of evaluat-
ing a novel imagewill in large part be deternined by the
nunber of edgeprokesrequited at its edgepoints. To get
a senseof the total numter of edgeprobescompued at a
typical imagepoint, we took the classi er cascaddrained
ontheliving roomimageset,describedn Section3.1,and
courtedthe numtler of edgeprobes evaluatedat eachedge
pixel in eachtestimageof theliving room over all cascade
phasesFigure6 summarize theseedgeprobe cowntsin a
histogam and cumulate distribution. Note that roughly
23%of all edgepixelsareclassi ed from tenor fewer dis-
tinct edgeprabes,and95% of all pointsin thetestimages



Figure 7. Left: The set of all relative probe centers for the
20th cascade phase, shifted to the point at the white circle,
are shown as black dots. Right: In order to classify the point,
edge probes are only evaluated at the probe centers shown in
black.

requre evaluation of 50 or fewer edge probes. This s sig-
ni cant sincethe total numter of relative probe centes in
thelargestapeture (Table4, lastrow) is 1309 Thus, while
thetrainingphaseselectdeatuesfrom alarge setof poten-
tial featuresrelatively few of thesefeaturesareevaluatedat
ary givenimagepoint at run time. As anillustration, Fig-
ure7 shavs the setof all shiftedproke centersfor the 20th
cascad@haseat atypical edgepixel (left) andthesetof 65
shiftedprobe centersat which edgeprobeswerecomputed
during the classi cation of the poirt by all phasesof the
cascadeNotealsothatsinceanedgeprobe essentiallycon-
sistsof cornvolution of a portion of theimagewith a small
gaussiankernd, it is fastto compue.

4. Conclusion

In this paperwe have presentedh discriminatie tech-
nigue for compesatingfor highly clutteredoackgoundsin
edge-basedbjectrecogiition. We substantiatedts feasi-
bility andaccurag throudh detailedtestson a real object
in a variety of clutteredscenes.We show that sinceedge
featue extractionis automaticallytunedto the objectand
environments presentat training time, we can effectively
addessthediscriminatio of objectedgepointsfrom back-
ground edgepointswhile leaving few arbitraryparaméers
for the userto estimate.Our expeimentsdemastratethat
thetechniqie canbe robustto out-ofimageplanerotation
of objectsin the sceneyariatiors betweertrainingandtest
data,andchargesin paranetersettings Also we give anex-
ampleof how ourappr@chcansene asaneffective prepo-
cessingstepfor objectievel recoqition processesn clut-
teredervironments.

Futureexpetimentswill extend the variability between
training andtestdatato explore the robustnesf the tech-
nigue. Also, we will compareour appoachto similar clas-
si er cascadesmployedin otherobjed recogition work,
for exampe [22].
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