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Abstract

This pape presets atechniqiefor shape-basecogqition thatfusespixd-
level and object-lesel appr@achesinto a uni ed framewvork. A pixd-level
algoithm classi esindividual pixelsasbelongng to atamget objector clutter
basednautonatically-selectedhapdeaturescomputedin aspatialarrarge-
mentarownd them;anobjectievel algoithm classi esobject-sizedectang-
lar imageregions asobjectsor clutter by aggegatingpixel classi er scores
in the regions. We train a cascadeof interleaved pixel-level and objed-
level modulesto quicKy localizecomple-shapedbjectsin highly cluttered
scenesunderarbitraryout-d-imageplanerotation Expefmentalresultson
a large setof real, highly-clutteredimagesof a comnon objed under arbi-
traryout of imageplanerotationdemamstrateémprovenentsover cascadesf
strictly pixeldevel moddes.

1 Intr oduction

Objectrecogition algorithns have madegrea stridesin recentyeas, leadingto tech-
nigues capableof rohust, real-timerecogiition of certaintypesof objeds suchasfaces,
cars,andbuildings [23][19]. However, recogrizing objectswith comgex shapechaac-
teristicssuchasholesandnetworks of thin linearstructure (e.g. thelegsandsuppats on
thestoolandladderin Figurel(a))remainschallengim. In this paperwe presentinef -

cienttechnige for usingexampge imagesof aparticularcomplex-shapedbjectin typical
ervironmens to autonatically selectshapeeaturesandtrain aclassi er cascadéo local-
ize thatobjectin highly clutterednovel views underarbitray out-d-imageplanerotation
1. Figure1(a) shaws two typical results. Recently several pixel-levd algorithms have
successfullyaddressedthe problemof usinglocal shapdeatures to estimatevhetherim-
agepixels correspad to aninstanceof a target object,or to clutter[4][14][1]. Likelocal
patchbasedecogition techniqes(e.g., [17]), they needto applya separat@bjectievel

1We notethatit is possibleto extendour technijueto handleobject scalevariations either by processingthe
sameimagerepeatdly at a variety of scaleg[19] or by recifying imagefeaturesto a canorical scale[12][8].
We alsonotethatwe focuson detecting a single,individual instance of a wiry object acrossa broal variety of
viewing condiions becaisethis problemis extremely challengingandlargely unsoled; we arecon dent that
solutionsto the moregeneaal problemof detecting entire classesof wiry objeds will build on advancesmade
toward deteding individual wiry objects



(a) (b) ©
Figurel: Figurel(a): Exampleresultsfrom thetechniquepresentedh this paperareshavnin red. Figure1(b): A poorly-tuned
edgedetectomissesdgeson therearlegs of thestool. Figure1(c): 6 edgeoperatorselectediuring featureselection.

a b

Figure 2: Motivating e(ampléf())r optimizing pixel-level and object-level processesn a ur(1i )ed procedure. Figure 2(a) left
andFigure 2(b) left: An imageis processedy two hypotheticalpixel-level classi erswhoseperformanceat a pixel level is
identical-both mistalenly labelthe samenumberof pixels on the stool “clutter” andthe samenumberof pixels on the clutter
“stool” (stool pixels arein green).Figure 2(a) right and Figure 2(b) right: stool pixels areclusterednto groupsaccordingto
their locationin the image; eachpixel representshe numberof stool pixels in a stool-sizedimagerectanglewith an upper
lefthandcornerat that pixel, with white representing high numberof stool pixels. In the latter case|t is easyto localizethe
stool,while in the former casea falsepositive is triggered.A pixel-level classi er trainedwith no object-level feedbackhasno
way to prefertheformersituationto thelatter.

algorithm to assembléndividual pixel detectiongnto overall descriptims of whatobjeds
arepresenin theimage,andwhattheir properties(e.g. poseandspatialextert) are. If
detailed,canorical 2D or 3D mocels of overall objed shapeor conguration are avail-
able, it is possibleto align objed pixels to them[1][9][8]; otherwise,t is necessaryo
clusterindividual local detectims [13] to localize the objed to animageregion, or use
voting[17] to determire moregeneally whethertheobjed is presentThispaperprovides
a uni ed framework for shape-bsedrecogrtion that avoids the needto optimize sepa-
ratepixel-level andobject-level processesFigure2 illustratestheimportanceof training
pixel-level recogiition techniqesin anobject-level context. As partof this processwe
automaically selectsalientshapeeatures to extrad directly from theraw image,instead
of relyingon a separatelytunedbinary edge detector

Figure 5, top right, givesa block diagam of how our algorithm processes novel
imageby executirg a cascadeof interleaved pixeldevel and objectievel computational
phases.The rst pixeldevel phaseclassi es pixels basedon the spatialarrargementof
edgefeaturesn smalllocal neighborhadssurraundingthem. The rst objed-level phase
aggreatesthe classi cation scoresfor all pixds in a rectanglar imageregion into an
overall scorefor that region, and discardspixels in low-scorirg regions. Then, pixds
in high-scoringregions are passedo a secondpixd-level phasewhich re-classi esthe
remainirg pixels basedon edgefeaturescompued over larger local neightorhoods. A
secondobjed-level phaseaggrejatesthosepixel scoresdiscarddow-scorirg imagere-
gions,andsoon. The pixel-level phasesjuickly classifypixes asobjector clutterbased
onlocal shapeproperties;the objectievel phasesemove from consideationlargeimage
regions whosepixels, taken together do not indicatethe presewe of the object. Since
imageregionsarediscardedassoonasthey aregivenalow score,our cascadepprogh
focusescompuation on the partsof the imagewhich appeamostlik e the targe object
andrequre more extersive local featue computationto classify

The restof this sectionsuneys relatedwork. We presentour local shapefeatures,
pixel-level classi ers,andobjed-level classi ersin Sections?, 3 and4 respectiely. In



Section5 we fusethetwo typesof classi ersinto a single optimizatian framework, and
Section6 discussesn ef cient cascadestructue for applyirg the classi ersto images.
Expeimentalresultson hundedsof highly-variale imagesof a stool arein Section7,

andwe conclugkin Section8.

Related Work

We referto ourrecoqition apprachasahybrid methodbecaseit optimizesbothobject-
level andpixeldevel processesA relatedappoach[20] alternatedhetweendata-diven
andmodel-divenstepso segmern andcataorize imageregions into face text, andother
catgaries in a geneative MCMC framework. Another relatedapprachis dueto Yu
and Shi [25], who provide an algorithmfor fusing object-level and pixel-level af nity
measureto a singleoptimizationfor sggmentatio.

Thecommonthemeof relatedwork in local shape-bsedrecogiition [4][14][1] is the
useof local distributions of edgesor edgebasedshapefeatuesasa cuefor estimating
whetheran edgepixd correspadsto atarge objed or clutter Thesemethals success-
fully estimatea setof pixelswhich prgect ontoa comple-shapedbjectof interest,and
assemblehe individual pixelsinto object-level detectims by applying a separatelign-
ment[1] or grouping[4] algorithm. Meanwhile, recentwork in cascadearchitectuesfor
object-level recogtition (e.g., [23][10][24]) hasexploitedthe key insightthattheamount
of compuationrequiredto classifymostimageregionsas“object” or “clutter” canbeex-
tremelylow, andthatdramatic speedupcanbegainedat runtime by saving computation
for the “rare event” of imageregions thatlook very similar to objectinstances.Our ap-
proad dramaically improveson our previouspixel-level shaperecoqition technique [4]
by autonatically fusinglocal shape-asedmethals [4][14][1] with object-level cascades
[23][10][24] to quickly discardbackgoundimageregions.

Furthermore,we improve on the previous local shape-bsedtechnigesby autonat-
ically selectingshapefeaturesto extract from the raw imageinsteadof requirirg that
binary edgeshe extractedprior to recogition. Algorithms phrasedn termsof analyzirg
binary edgepixels have no chanceo detectportiors of the objed if a poaly-tunededge
detectoffails to detectedgeson corresponihg portionsof theimage;corsider, for exam
ple,themissingrearlegsof thestoolin Figurel(b). Ourfeatureselectiortechniquebuilds
aninitial setof nonredwundantfeatures, asin [16] for exanple, andselectdiscriminatirg
feature from this setin away similarto severalrecentalgorithis [22][11][24][6].

2 Image Features

Sincewe assumethat our target objectsare well-chaacterizedlocally by their shape,
we classify eachpixel q = [x;y] basedon the valuesof edgeoperateos evaluatedin the
neighborhamd of g. We draw the edgeopeaatorsfrom the family of rst derivative-d-
GaussianD-of-G) operates sincethey are straightfoward to paraneterizein termsof
their scaleandoriertation charactestics. An edge operator probeeop(p;l;q) at probe
centerp in imagel convolvestheimageatp with a D-of-G operato 9y thatis,
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whereq = [f; Sx; Syl replesqe]ntsthqscale(sx,sy) andHrientagion(f ) responseharcter

istics of g, andx(t;f) = t Z?rfg)) andy(t;f) =t ngf)) . An edgeopeator probe
respomlsstrondy to thepresencef edgesatorientdion f andspatialscaleslescribd by
Sx andsy in thevicinity of p.

Forlocalshapdeaturesye selectadiscretesetof D-of-G operataosf g g, Y999 and
classifyimagepixelsq by evaluatingedgeoperatorprotes[eop(q+ d;1;q;); ;eop(gq+
dml;qy); eop(q+ dqy;lign);  ;eop(q+ dm;l;gn)] atasetof shiftedprobecentes
fg+d;; ;9+ dmglaidoutover alocal neighbortood,or apeture, surraundirg g. We
calltheoffsetsf d;; ;dmg relativeprobecentes. Theseimagefeatuesrepresenhow
the edgechaacteristicscapturel by the operatos arespatiallyarrangd over anapertue
surrowndingq by samplingheoperatorespoisesatf g+ d;;  ;0+ dmg. In Section2.1
and3.2we descrile how to autonatically selecta setof edgeopeatorsthatarerelevent
for recognition; in Section6 we describehow to deternine the apertue size. By auto-
matically selectingshapefeatureswe deternine which edgeorientatios andscalesare
relevart for recogiition ratherthanimplicitly selectingrelevart edgecharateristicsby
handthrowghthetuningthe paranetersof a binaryedgedetector

2.1 Feature Selectionl

Therearein nitely mary possibleedgeoperatos 9g- Therefae, we needto selecta
small,discretesetof edgeoperateos to usein ourimagefeatures. This featue setshould
discriminateobjectpixelsfrom clutterpixelswhenevaluatedat shiftedprabe centersand
for ef ciency thefeatuesin thesetshouldnot prodiceredundantresponsesnimagesof
interest. This sectionaddressethe redurdang issueby building a setof edgeopertors
which prodiwce distinctresponseshenappliedto training images;Section3.2 describs
atechniquefor subsegantly selectingdiscriminding operates from thatset.

Let F represenaninitial setof oriertationssampleduniformly from [O; p]. Also, let
S, represenaninitial setof edge opertor scalesin the x direction sampleduniformly
from aninterval of reasonale scales[s ,;,; Smad- Sy is ananalogais setof scalesin
they directin. Our apprachis to reducea large candichte setof edgeoperates ;,
contairing oneedgeopeatorgq foreachg2 F S Sy, toanontedundatset , of
edgeoperatos eachof whoseresposesto a setof training imagesaredistinctfrom the
resposesof all otheropeatorsin .

For simplicity, we useagreeq forwardselectionalgoritm [2] toredwce ;to ,. A
pair of edgeoperatorsgq1 andgq2 is redurdantif they producehighly similar operato
resposeswhenapgied to eachof thetrainingimagesf Tg; we measureedurdangy by
normalized correlation of the resposes. Startingwith anempty ,, we add canddate
edgeopeatorsgql 2 ,to ,if andonly if corr(gq1 T:9q2 T) is lessthanathreshdéd
t for all T andall Yg2 2 ,. Figurel(c)shovs asampleof 6 of the 32 edgeoperates se-
lectedfor thenonredundantsetfrom acandidatesetof 6400pegators basednresposes
to a setof 50training imagesof the stoolandt = :8.

3 Pixel-Level Classi ers

This sectionbrie y summariesour pixd-level classi ers, which follow the genera ap-
proad of [4] in usingdecisiontreesto compute a sparsesetof local featues over an



apertue.

3.1 DecisionTrees

Figure 3: lllustration of theimageprocessingtepsduring onecascadghasefor the pixel-level cascaddtop row) andpixel-

and-object-leel cascadébottomrow). Top row, left to right: theinputimage,pixel scoreqwhiter pixels have higherscores),
andthresholdegixel scoregwhite pixels passthe threshold).Bottomrow, left to right: pixel scoresaggreationscoregeach
pixel correspondso theupperleft cornerof arectangularegion), thresholdedggreationscoresandpixelswithin theregions
passinghethreshold.

Given a pixel g in a nove image,we compute the response®f a setof edgeop-
erators to imagelocatiorsatfq+ d;; ;q+ dng for a setof relative prabe centes
D= fd;; ;dmg. Ourgoalis to train aclassi er which, at runtime, classi esq asan
objector clutter pixel basedon thoseimagefeatues. More speci cally, at trainingtime
we wantto tuneaclassi er to maxmize thescorest givesto objectpixels,andminimize
scorest givesto clutterpixels,in a setof labeledexampleimages.An additioral goalis
runtimeefciency, i.e. fastclassi cationby computingasfew imagefeaturesaspossible.

We emplg decisiontreesto meetthesegoals.Eachnodein thetreeevaluatesanedge
operdor probeeop(q+ dy;1;q,) Where(gql; d,) aretheedgeoperato andrelative probe

centeror opelator-offsetpair, associatedvith thenode. Startingwith therootnoce of the
tree,we evaluatea sequene of edgeoperdor probesasspeci ed by thetreeuntil aleaf
nodeis encourered.Associatedvith eachleafnodeis ascorew for thepixel belongngto

theobject.By thresholihg w, we would beableto make a binary decisionaboutwhether
g shouldbelabeledasanobjectpixel or clutterpixel asin traditionalbinary decisiontrees
[18]. However, in Section4, we descrile how we insteadsumw over rectanglar image
regionsto classifytheregion asanentireobjectinstanceor clutter.

We train the decisiontreesusing a two-stepprocessof tree geneation and prunirg
[18]. After splitting thetraining imagesinto atree-gowingsetanda holdout set a deci-
siontreewith high classi cationaccuacgy on the tree-gowing setis induced the scores
associateavith theleavesareestimatedy courting thenumter of objectpixelsandclut-
ter pixels in thetree-gowing setassignedo the leaf. In Section5 we describehow we
prure thetreeto optimize anobject-level perfomancecriterion.

3.2 Feature Selection2

Trainingdecisiontreesto discrimimateobjectfrom clutterpixelsusingall operato-offset
pairsin , D aspoteriial featuesis usuallyinfeasilte dueto the large nunber of fea-
tures. Therefae, prior to training eachpixel classi er, we selecta small setof operato-
offset pairsthat discrimirate object pixels from clutter pixels. To do so ef ciently, we



(a) (b)
Figure4: Exampleimagesof thestool: low internalclutter (Figure4(a)), higherinternalclutter (Figure 4(b)).

employ a Iter method[2] which makespredictiors aboutthe usefunessof anoperato-

offset pair by quickly training a decisionstumpto discriminate pixels basedon that
operdor-offset pair alone. Thatis, for eachoperdor-offset pair (gq;d), we use stan-
darddecisiontree splitting criteria (see,e.g., [15]) to nd athreshdd thatdiscriminate

feop(q, + d;T;q)g from feop(qg + d;T;q)g, for objed pixels g, and clutter pixels
g , andto assigna scoreto the quality of the split. We thentrain the full decisiontree
usingthe k highest-scoringoperateo-offset pairs. Sincewe selectthe featuesusingthe
decisiontreesplitting criterion, we atleastknow thatthey discrimiratewell asrootnodes

in the tree. Our assumptioris that asdecisiontreeinductian recursvely partitionsthe
tree-gowing set,thosefeatureswill contirueto discrimiratewell.

4 Object-Level Classi ers

We usea fast,simpletechnigiefor identifying grossregions aswhole objects or clutter,
by addingthe pixel classi er scoresin thoseregions. Given a novel imagel, the pixel
classi er assignsa contiruousscorew to eachq 2 |I. Considerthe imageW, where
WI[q] = w. An aggregation Iter sumsthe classi er scoresover animagerectande bq =

[bguwbgnl of width b, andheigh b, centeredatq:
X bow. b bgn. b
R - 2 . - qw . “gw . — gh. ~gh
W)= & Wi+ ] ; [ =

X2 Y2

In orderto classifya bqw-by-bqh imagerectandg centerecat g asan objectinstanceor

clutter, we apgy thepixel classi erto thepixelsin therectamgle andthreshdd theaggre-

gationscoe ag(bq; q;W). Aggregation Iters do not reasorabouthow the pixel scores
aredistributedspatially(a in, for exanple, [19]), but they areextremelyfastto apply at

runtime andtheir detectionbehaior is contrdled by a singleacceptaoe threshdd t on

theaggre@ationscore.In our experimentsp andbqh arethe averageheightandwidth

of thebourding boxesarownd thetargetobjed in all trainingimages.

5 Joint Trainin g of Pixel-Level and Object-Level Steps

Here,we descrile how to jointly train a pixel classi er andaggreation Iter in auni ed
optimizatian sothatthe numter of objectfalsepositives-imagerectanglesovering the
clutterthataremistalenlyidenti ed asobjectinstances-s minimized while thenumter
of objecttrue positives-imagerectanglesoveringthe objectthatarecorrectlyidenti ed
asobjectinstances-s maximzed. Sinceaggegationscoresaresumsof pixel scoreswe
meetour object-level goalsby maximizing scoredor objectpixelsandminimizing them
for clutter pixels. Togetter, the jointly trainedpixel classi er andaggegation Iter are
referredto asa pixel-ohect pair.



We embedour training goalsinto the tree-generationand pruning proessof deci-
siontreelearning tree-gaerationoptimizespixe-level classi cationscoresandprunirng
optimizesobject-level aggregation scores. More speci cally, given a tree-graving im-
age set whosepixels have beenpartitiored into objed pixels f g, g and clutter pixels
fq g, we grow adecisiontreeto producehigh pixel classi er scoresfor f g, g andlow
scoresfor fq g. Applying the pixel classi er to eachpixel in the holdaut imagesleads
to a pixel scoreimageW for eachholdou image;applying an aggr@ation Iter to W
leadsto two setsof aggr@ationscores,one f ag(bq; g, ;W)g for objectrectandes and
anotterf ag(bq; g ;W)gfor clutterrectandes. By applyirg athrestoldt to theaggrea-
tion scoreswe malke a binary decisionon whetheranimagerectanglecorrespondsto an
objectinstanceor clutter. An ROC grading criterion assignsanoverall numeical grade
to the setof aggegatian scores;n essencethe ROC grace is high if it is easyto nd a
settingfor t thatleadsto low numtersof object-level falsepositvesandfalsenegaives
(i.e., ag(bq;q W) > t andag(bq;q+ ;W) < t). See[3] for details.

Pruring asubtredrom thedecisiontreechargessomeof thepixel scoresn W, which
in turn mod es someof the aggegationscoreswhich in turn affectsthe ROC gracke.
In this way, pruring basedon the ROC gradegives usa meangor tuningthe pixel-level
classi cationtreefor betterobjectlevel perfamance Theefore,we prure thepixel-level
decisiontreein a greedy bottomup way wherever doing so increaseshe ROC gracke.
After growing the tree for pixeldevel perfamanceand prunirg it for a higher object-
level ROC grade the ROC gradirg criterionguidesthe selectionof anaggegationscore
threshdd t. Applying thepixd-objectpairto anovel imageconsistf usingthedecision
treeto assignscoredo all pixels,computing aggreationscoredor all imagerectangles,
anddiscardng all rectan¢eswith aggegation scoredower thant.

6 A CascadeOf Pixel-Object Pairs

Our overall systemis a cascadef pixd-object pairs. The pixel-objectpairsrepeately
classifyimagepixels, aggrejate the pixel scoresover imagerectanglesanddiscardthe
pixelsin rectangesthathave low aggegationscores.As in [4], eachsuccessie cascade
phasecomputesedgeoperdor probes over successiely larger apertues. More formally,
considera setof relative prabe centersD which cover a circular apertue, andlet r(D)
be the radiusof the circle. We train a seriesof pixel-objectpairs suchthat successie
pixel classi ersevaluateedgeoperdor probesat successie setsof relative prabe centes
fD;;D,; ;Dgwherefr(D;) < r(D,); ;< r(D,)g. Inthisway, we grow the apertuie
sizeto gradwlly incomporatemore neighhorhood information and discardlow-scorirg
regions assoonasthe apertue sizeis large enoudp to discriminatetheir pixels asobject
or clutter Doing so savescomputationfor therelatively rareimageregions which look
similarto thetargetobject. A blockdiagamof thecascadatepss in Figure5 (top right)
andanillustration of applying one cascadeohaseto a testimageis in Figure 3, bottom
row.

7 Experiments

To validatethis techniqie, we experimentedn depthwith the “stool” imagesfrom the
WORD imagedatabasé5] (Figure 4). The stool rotatesto an arbitral rotationon the



Figure5: Examplesof imageclassi cation by pixel-level (left) and pixel-and-object-leel (right) cascadesInputimagesare
shavn atupperleft; successieimageqleft to right, top to bottom)shaw in greenwhich pixelsarestill underconsideratiorafter
processindy progressie cascad@hases.

TestingOn Low Internd Clutter (n=98) TestingOn HigherInterna Clutter (n=193)
Pixel TP Pixel FP ObjectTP | ObjectFP | Pixel TP Pixel FP ObjectTP | ObjectFP
Pixel 35 0.404 0.040 0.2% 0 0.382 0.04 0.207 0
PixelAnd Object | 12 1.000 0.080 0.8%7 2.480 0.954 0.02 0.881 2.756

Table1l: Summaryof quantitatve recognitionratesfor cascadetrainedon the stoolimages.Pixel true positve/falsepositve
ratesandobjecttrue positive/falsepositive ratesarelisted asPixel TP/FPandObjectTP/FR“n” is the numberof testimagesn
eachcatgory. # Phasess thenumberof phasesn thetrainedcascade
oor andits scalevariesby atotal of abait 15%acrossall frames.Thecameraranslates
androtatesbetweereachview. Eleven timesover the courseof acquiing 557imageswe
changdtheworld con guration-thatis, we shufed the clutterobjects moved the stool
andcamerdo differen partsof the room, androtatedthe stool arbitraily. We manwally
labeledthestoolin eachimage.We partitionedtheworld con gurationsinto low-interral-
clutter (LIC, seeFigure4(a)) andhigh-internal¢lutter (HIC, seeFigure 4(b)) cateyories
2. Ovenll, theseimagesarechallengng sincesomeof the edgeson thetargetobjed are
weakandthe internal clutter adds high variallity to the appeaanceof objectregions?.
To insuresigni cant variatiors betweernthe training andtestsets,we partitionel images
into a training set cortaining all 266 imagesfrom 4 of the LIC world con guratiors;
andatestsetcontainirg all 98 imagesfrom the 3 otherLIC world con gurationsalong
with all 193imagesfrom the4 HIC con gurations.We traineda cascad®f pixel-abject
pairsandsummaized perfamancein termsof the percentag of true positive andfalse
positive pixelsdetectedy the cascadeaswell astheobjed truepositive rateandaverage
numter of objectfalsepositives pertestimage. After the nal cascadghasewe rediwce
denseclustersof objectdetectiongo single,isolateddetectios through norrmaximum
suppessionover a 50x30 windowv. We countan imageregion as a true positive if it
overlapswith thetrue objectregion by 75%or more

We compareresultsfrom our pixel-and-dject-level (POL) apprachto a pixel-level
(PL) apprachwhosecascadghasessolely consistof pixel-level classi ersbuilt using
thefeatue selectionandtraining methals of Sections2 and3 (seeFigures3 and5 for a

Cascade #Phases

2“Internal clutter” refers to clutter which appeas throughholesin the object, for examplebetwea the legs
andleg suppors of the stool.

3We focusin-depth on detedion of a singleobjectover hundredof widely-varying imagesbecasewe feel
thatdoing sogivesmoreinsightinto algorithm performane thanisolated, possiblyaccidental aneaotalresuls
on several objeds.



Figure 6: Examplerecognitionresultfrom the hybrid pixel-and-object-leel cascde. Left to right: testimage,recognition
resultafter onecascadghaserecognitionresultafter 12 cascadghases Boxesshavn in greenarestill underconsideration
for containingthe stool.

comparisonof thetwo appoaches)followedby anaggreation Iter thataddshenumkler

of detectedbbjectpixels overimageregions postfacto. This conparisonhighlights the
utility of trainingthe pixel-level andobject-level processesn a uni ed framework rather
thantreatingthe two asisolatedmodules. Both cascadesisedcost-tlasedROC gradirg

criteria basedon constah misclassi cationcostsof .01 and .99 for false positives and
false negatives respectiely [21]. Both cascadesised5 opeaatoroffset pairs per pixel

classi er, relative probecenterdaid out over circularapertueswith r(Dn) = 3 n pixels,
n=f1l 5g, andanobjectrectande sizeof 31 by 48 pixels. Training the PL andPOL

cascadetookroudhly onedayand12 houss respectiely, andbothtake roughly 1 second
to classifyanove 360X240image.

Quartitative resultsfor thecascadearesummaizedin Tablel. POL achieves higher
pixel true positive ratesthanPL, andtheir pixel falsepositive ratesare comparable. For
both testimagecateayories, the objecttrue positive ratesfor POL are muchhigherthan
for PL (82% vs. 30%and88%vs. 21%),with areasonale nunber of falsepositivesper
image(2.5 and2.8respectiely). Also notethatPOL genealizeswell to themore dif cult
HIC imagesotseenin thetrainingdata,while PL doesnot.

Exanple resultscompaing PL andPOL on novel views of world con guratiors not
seenin the training dataare shavn in Figure 5 for several cascadghases.Intuitively,
eachphasein POL removesentireregions of theimagefrom furtherconsidration while
the pixel-level cascadgradually discardssolated,individual pixels at eachphase.This
explainswhy PL requireamary more cascad@hase$35vs. 12)to corvergeto acceptable
recoqnition rates.An addition& examge resultfor POL is shavn in Figure6.

The reasorfor the objectfalsepositive ratesbetweern2 and3 for POL is illustrated
in Figure3, bottomrow. Sinceaggegation scoresendto be high at andnearthe tamget
object,the aggegationscoredropsoff slovly arourd its peakat the true objectlocation
(Figure 3, bottomrow, 3rd columm), causinga nunber of objectfalse positivesin the
immediatevicinity of the object. More advarcedpost-ppbcessingoutines,suchasthose
usedto redice multiple, overlapping facedetectims[19], shouldaddresshisissuein the
future.

8 Conclusion

We presetedaframenork for localizingcomplex-shapeabjectsin imagedy identifying
individual pixelsontheobjectandassemblinghe pixelsinto cohera@t imageregions. By
optimizing bothtypesof lorocessesln asingle,uni ed training framework, we areableto
detectobjectsin highly clutteredscenesincer arbitray out-ofimageplanerotation
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